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Abstract- Humans perform object recognition effortlessly and accurately. However, it is unknown
how the visual system copes with variations in objects’ appearance and the environmental conditions.
Previous studies have suggested that affine variations such as size and position are compensated for in
the feed-forward sweep of visual information processing while feedback signals are needed for precise
recognition when encountering non-affine variations such as pose and lighting. Yet, no empirical data
exist to support this suggestion. We systematically investigated the impact of the above-mentioned
affine and non-affine variations on the categorization performance of the feed-forward mechanisms of
the human brain. For that purpose, we designed a backward-masking behavioral categorization
paradigm as well as a passive viewing EEG recording experiment. On a set of varying stimuli, we found
that the feed-forward visual pathways contributed more dominantly to the compensation of variations
in size and position compared to lighting and pose. This was reflected in both the amplitude and the
latency of the category separability indices obtained from the EEG signals. Using a feed-forward
computational model of the ventral visual stream, we also confirmed a more dominant role for the feedforward visual mechanisms of the brain in the compensation of affine variations. Taken together, our
experimental results support the theory that non-affine variations such as pose and lighting may need
top-down feedback information from higher areas such as IT and PFC for precise object recognition.

Keywords: invariant object recognition, feed-forward vision, psychophysics, EEG, computational
model

Introduction
Primates can accurately perform object categorization in fractions of a second (Thorpe et al., 1996;
Fabre-Thorpe et al., 1998), despite substantial variations in objects’ size, position, pose and the
environmental lighting conditions. It has been suggested that, rapid object categorization is likely to be
feed-forward (Riesenhuber and Poggio, 1999; VanRullen, 2007; DiCarlo and Cox, 2007; Afraz et al.,
2014), and that more complex stimulus processing is achieved by feedback projections from higher visual
areas. The latter include situations in which the target objects are in clutter (Hupe et al., 1998; Bullier,

2001; Lamme et al., 1998), occluded and in low contrast (Wyatte et al., 2012). There are also studies
suggesting that object representations which are robust to variations in size and position are mainly
constructed in a hardwired feed-forward manner in the visual pathways (Serre et al., 2005; Serre et al.,
2007b), whereas for non-affine variations such as pose and lighting the brain needs to activate its topdown information resources at higher areas such as IT and PFC to yield invariant object representations
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(Bullier, 2001; Serre et al., 2005). However, these hypotheses lack supporting empirical data, which
provided the motivation for the current study.
A set of behavioral studies have addressed the impact of individual variations on categorization
performance. These include the studies reporting that changes in objects’ size (Jolicoeur, 1987; Peissig
et al., 2006; Zoccolan et al., 2009), position (see (Kravitz et al., 2008) for a review), pose (Edelman, 1995;
Troje and Bulthoff, 1996), and the lighting conditions (Braje et al., 1998) of the environment exert a
considerable influence on categorization performance (i.e. on both accuracy and time). However, no
conclusions could be made on the contributions from the feed-forward and/or feedback mechanisms in
these studies, since those studies have put no constraints on the feed-forward sweep or the feedback
processing of visual information. To separate the contribution of the feed-forward/feedback pathways
of information, the backward masking strategy has been frequently used and revealed to be highly
effective in blocking the influence of feedback resources on categorization (Pollen, 1999; Lamme and
Roelfsema, 2000; Serre et al., 2007a). A recent study, which investigated the feed-forward
categorization using backward masking, suggested that the impact of variations on categorization is
relative to the level of the applied variation (Ghodrati et al., 2014). However, since the evaluated
variations were combined in that work, the relative impact of individual variations on feed-forward
performance remains unknown. In the current study, we aimed to find possible differences between the
mentioned variations in feed-forward object categorization to understand whether there is a potential
need for feedback information when encountering some specific variations rather than others. To do
this, an image set was generated in which 3D object models underwent parametrically controlled
variations in lighting, pose, size and position independently from one another. The image set was used
in a behavioral object categorization set-up with a backward masking protocol. A short stimulus
presentation time was chosen to reduce the probability of the integration of top-down with the ongoing
bottom-up visual information, so that the observed results can be associated with the feed-forward
visual mechanisms.
Although useful in the study of human categorization performance, the behavioral experiments may
be influenced by undesirable effects such as decision-related cognitive processes and response-related
motor actions inherent in such experiments. To avoid these effects, we also designed a passive EEG
recording experiment to gain access to the brain correlates for our behavioral observations. We
expected to see differences between variations, since it was previously reported that the activity levels
of IT neurons in non-human primates were highly modulated by object variations (Ashbridge et al.,
3

2000; Freiwald and Tsao, 2010; Booth and Rolls, 1998; Desimone et al., 1984; Vogels and Biederman,
2002; Hung et al., 2005), and that such modulations were simply decodable from whole-brain MEG/EEG
data when objects underwent variations in position (Carlson et al., 2011; Karimi-Rouzbahani et al., 2017)
and size (Isik et al., 2014; Karimi-Rouzbahani et al., 2017). Our goal was to reduce the intervention of the
top-down signals from higher visual areas in categorization. Therefore, contrary to our behavioral
experiment, the subjects performed a category-irrelevant color-matching task while their whole-brain
EEG signals were recorded. We used a shorter stimulus presentation time compared to previous studies
(Carlson et al., 2011; Isik et al., 2014), to avoid potential impacts of feedback information from higher
visual areas and to confine the task to feed-forward visual processing. A new analysis method was
proposed in this work, which used ‘Dunn’ clustering index (Dunn, 1973) to explore the representational
space of the EEG signals. The method helped in explaining the behavioral observations in time and space
and provided several key advantages to traditional decoding approaches (Carlson et al., 2011; Isik et al.,
2014; Hung et al., 2005). Isik et al., (2014) compared the dynamics of the appearance of size- and
position-invariant representations. Results showed that the processing of size preceded position in time.
Here we argue that such comparisons could have been biased since no attempt was made to equalize
the separability of size- and position-affected images in the pixel space, nor was the potential bias
removed from the representational results in the brain space. To avoid such problems, here we defined
a modulation index to provide an unbiased comparison between the four different variations in the
representational space.
Finally, a hierarchically-organized feed-forward computational model was used as a ‘proof of
existence’ to provide support that a feed-forward structure seems to be enough to explain the
behavioral as well as the EEG observations. The model was selected based on several recent studies
supporting its brain plausibility from both the performance as well as the representational aspects
(Khaligh-Razavi and Kriegskorte, 2014; Yamins et al., 2014; Cadieu et al., 2014).

Experimental procedures
Stimulus set
An object image set was generated in which 3D object models underwent variations in size, position,
pose and lighting. The image set included sixteen distinct object exemplars (freely downloaded from
http://tf3dm.com/), which were categorized into the groups of ‘animals’, ‘cars’, ‘faces’ and ‘planes’ (Fig.
4

1a).

To

apply

the

parametrically

controlled

variations,

Blender

software

was

used

(https://www.blender.org/). The size, position and pose of the objects as well as the lighting conditions
of the 3D space were altered in different conditions. In the size conditions, the objects were resized so
as to cover approximately from 5k to 250k pixels in the pixel space in 9 linear steps. This ranged
approximately from 2 to 13.5 degrees of visual angle when the images were presented on the screen in
the psychophysical and EEG experiments (Fig. 1b, third row from top). In position conditions, objects
were put at different circular radii from the image center to provide different levels of eccentricity from
the fovea. This led to 9 steps of position conditions ranging from 0.8 to 7.7 degrees of visual angle into
the periphery in the experiments (Fig. 1b, forth row). The variation in pose was applied by rotating the
objects around their X, Y and Z Cartesian axes simultaneously in steps of 45 degrees. This led to a total of
8 conditions ranging from 0 to 360 degrees of orientation (Fig. 1b, second row). Size, position and pose
conditions shared a default condition which is shown only once in Fig. 1b, highlighted by the orange box.
However, this condition (i.e. which shows the objects in 0 pose orientation, 5.8 degrees of size and 0
degree of position eccentricity) is considered in the evaluation of pose, size and position conditions. A
uniform light source was used in the three above-mentioned variations which had almost no influence
on the objects as they underwent those variations. However, the uniform light source was replaced by a
pointing light source in different lighting conditions and was directed to the objects at the same distance
but from different angles to generate the 9 lighting conditions: top left, top, top right, right, bottom
right, bottom, bottom left, left and front (Fig. 1b, first row). A unique gray-background, 512-by-512 pixel
image was generated from each object-exemplar-variation-condition making a total of 560 images in the
image set (i.e. 16 exemplars in 35 conditions).
Behavioral experiment
A psychophysical experiment was designed to study the behavior-level feed-forward rapid object
categorization performance under different object variations. Twelve human subjects (mean age 21, five
females) volunteered in the categorization experiment which lasted for about 30 minutes in four blocks
of 140 trials with 5 minutes of rest time in between the blocks. Subjects had normal or corrected-tonormal vision and were seated in a dimly lit room 60 cm away from the monitor and the visual stimuli
covered between 2 to 13 degrees of visual angle depending on the size of the stimulus (i.e. as defined in
Fig. 1). Matlab PsychoToolbox (Brainard, 1997) was used for stimulus presentation and response
recording. Images were presented to different subjects in random orders.
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The stimulus followed a 500-ms fixation point and remained on the screen for 25 ms. A random
noise mask followed the subsequent 20-ms inter-stimulus interval (ISI), and stayed on the screen for 100
ms. Following the random noise mask, subjects were supposed to make a response indicating the
stimulus’s category by pressing one of the four predefined keys on the keyboard which randomly
changed from subject to subject. Fig. 2a shows the experimental paradigm in more detail. This set-up
has been shown to be very effective in avoiding the contributions from most feedback signals in rapid
object categorization tasks (Lamme and Roelfsema, 2000; Serre et al., 2007). Subjects were asked to
respond as fast and accurately as possible. Subjects’ answers and the corresponding response times (as
measured from the stimulus onset) were used in the analyses of the behavioral data. The subjects were
acquainted with the behavioral task in a training phase performed immediately before the main task.
EEG experiment
In order to provide electrophysiological correlates for the behavioral observations, an EEG paradigm
was designed with a few changes to the behavioral paradigm: contrary to the behavioral experiment in
which the main image set was presented to the subjects, a sub-sampled version of the image set (Fig. 1,
images in the orange and red boxes) was used which included 96 distinct images each of which was
presented six times to each subject to increase the signal-to-noise ratio. In the EEG experiment, the
subjects’ task was passive and designed to neutralize the category-related decision-making processes in
the representational space (Fig. 2b). Therefore, a color-matching task was employed aimed at keeping
the subjects fully attentive during the experiment. The experimental paradigm is shown in Fig. 2b. There
was a fixation point on the center of the screen for 200 ms which accompanied the two following stimuli
each of which were presented for 25 ms with a 1200-ms ISI. The fixation point changed color to either
red or green when it appeared with the stimuli and would/would not change color from the first
stimulus to the second. The task of the subjects was to report whether the fixation point changed color
or not by pressing one of the two corresponding keys on the keyboard. Eleven human subjects (mean
age 22, three females) volunteered in the EEG recording experiment. Other aspects of the EEG paradigm
resembled the behavioral paradigm.
EEG recording and preprocessing
EEG signals were recorded using eWave, a 32-channel 1000-sample per second amplifier designed
by

ScienceBeam

(http://www.sciencebeam.com/)

and

preprocessed

in

Matlab

software

(http://www.mathworks.com/). Among all possible choices for the filtering ranges reported in the EEG-
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/MEG-based object decoding literature (e.g. 1-30 Hz (Taghizadeh-Sarabi et al., 2015), 0.1-150 Hz
(Behroozi et al., 2015) and 2-100 Hz (Isik et al., 2014)) we chose the 0.1-100 Hz range for band-pass
filtering since this range provided the highest Dunn indices in representational analysis, meaning that
this range probably covered the most informative range of the EEG signals in object representation. We
also notch-filtered the signals at 50 Hz to avoid mains noise. The band-pass and notch filters were linear
phase FIR filters as implemented in EEGLAB (Delorme and Makeig, 2004). A separate set of analyses
were done with 1-100 Hz band-passed signals to ensure no bias in the time course of the signals as a
result of high-pass filtering (Widmann and Schröger, 2012), which revealed no significant effect on the
results. Eye-blinks and movement artifacts were removed using Independent Component Analysis (ICA)
as implemented in EEGLAB. To find the disrupting ICA components, and to plot the scalp maps, we used
respectively the ADJUST (Mognon et al., 2011) and ERPLAB (Lopez-Calderon and Luck, 2014) plug-ins.
Data statistics
On average, 97.25% of the trials (6162 out of 6336 trials for the eleven subjects, s.d. = 2.1%) passed
the artifact removal procedure and were used in the representational analyses. After the noise and
artifact removal, stimulus-aligned channel activities were extracted by epoching the signals in the
window from 200 ms pre-stimulus to 800 ms post-stimulus. Channel activities were averaged using a 5ms moving-average filter to increase the signal-to-noise ratio. This window was chosen so, as it was not
too coarse to lose the timing information and not too fine to be affected by the noise. The signal
epoching step resulted in a 3-dimensional data matrix ‘X’ for each subject with 31 rows (i.e. number of
channels), 200 columns (i.e. number of samples in the -200 to +800-ms window relative to the stimulus)
and 576 layers (i.e. number of trials for a subject with no removed trials). The values in the matrix were
the measured activities on the EEG electrodes (i.e. voltage values in microvolts) which were either
positive or negative relative to the reference electrode.
To reach the representational Dunn index values for each time point in the analyses (i.e. results of
Figs. 5, 6 and 7), we used the data values from the mentioned data matrix on every time sample (i.e.
every matrix column). On every time sample (i.e. each column of the ‘X’ data matrix), to measure the
separability between the four categories, one activity point was obtained in the 31-dimensional space
(Fig 3). For instance, to find the corresponding point for the 8th trial at the +210 ms post stimulus, we
used the 31 values in all rows of the 82th column (from left to right) of the 8th layer of the matrix. The
31 dimensions referred to the recording channels (electrodes) of the EEG amplifier. After finding all the
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576 points corresponding to the representation of the four categories in the time step, the Dunn index
was calculated using equation (1).
Representational analysis
Multivariate pattern classification of electrophysiological signals, also referred to as neural
decoding, has recently been highly popularized for representational analyses in monkey and human
studies (Carlson et al., 2011; Isik et al., 2014; Hung et al., 2005). Here we proposed using clustering
evaluation indices as a substitute for decoding as they provide several key advantages:
•

Clustering indices avoid many hyper-parameters which have to be determined in most
decoding schemes each of which may influence the results. These include the train/test
data sampling strategy, the choice of the cross-validation method to avoid over-fitting of
the classifier, the type of the classifier, etc.

•

Clustering indices, while being simple in formulation, directly capture the inter- and intraclass distances of individual exemplars while the decoding schemes provide an implicit
measure of how good/bad the samples are distributed in the representational space.

•

They avoid the ceiling effect which occurs when decoding totally-separable category
clusters.

•

Although there might be very rare cases in which two sets of category representations
provide equal clustering indices, many more cases may be found where the decoding rates
are equal while the category representations are positioned differently in the
representational space.

Therefore, we used the ‘Dunn’ clustering index (Dunn, 1973) to explore the representational spaces
obtained from the EEG signals as well as the computational model. The clustering evaluation indices
have been generally used as metrics for evaluating clustering algorithms (Davies and Bouldin, 1979;
Rousseeuw, 1987). However, using the definition below the Dunn index can measure the separability of
category clusters in the representational space:

  =

 ( ,)
   ()

(1)

where (, ) stands for the distance between classes  and , and ′() represents the intra-class
distance for class . The inter-class distance, (, ), between the two classes may be any type of
distance measure, such as the distance between the centroids of the classes as in this study. Similarly,
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the intra-class distance ′() may be measured in different ways. In this study, ′() was the maximal
distance between any pairs of elements in class . Here, the four classes were animals, cars, faces and
planes and the Euclidean distance was the distance measure.
As it is obvious from (1), since the Dunn index does not take into account the dimensionality of the
representational space and changes in proportion to the inter-class and intra-class distances of category
clusters, it can reflect the separability of category clusters in different representational spaces such as in
pixel, EEG or computational model spaces. Taking advantage of these characteristics, we used the Dunn
index to measure the improvement made to the category representations as they traveled from the
pixel space to the EEG or the model spaces using the modulation index:

!"#$!  =

%&' (%&
%&' )%&

(2)

where *+ and *, refer to the Dunn indices calculated in the first and the second spaces, respectively.
In this work, the first space is always the pixel space and the second space is either the EEG or the model
space. The modulation index could range from -1 to +1. Positive and negative values for the modulation
index reflect respectively an increase and decrease in the category separability when going from the
pixel to the EEG/model space.
Computational model
A hierarchical feed-forward computational model was used here to provide insight into the
hierarchical strategy used by the visual system to yield invariance to variations. The model, known as
‘AlexNet’, has been recently developed based on the structure of the traditional convolutional neural
networks and surpassed the highest performing machines on the ImageNet Large Scale Visual
Categorization Challenge (ILSVRC) (http://www.image-net.org/). More importantly for this study, the
model has provided highly precise predictions of the object representations observed at area IT of
human (Khaligh-Razavi and Kriegskorte, 2014) and non-human (Yamins et al., 2014) subjects. The model,
which is an 8-layer stack of feature extractors, comprised of alternating blocks of mathematical
operations such as convolution, regularization, normalization and max-pooling and provided invariance
to variations as image representations passed the consecutive model layers. The model was developed
by Krizevsky et al., (2012) and provided in Matlab code by Vedaldi and Lenc, (2015) (available at
http://www.vlfeat.org/matconvnet/). Using a gradient descent algorithm, the model was trained to
discriminate between 1000 object categories from the ImageNet image sets which included the object
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categories of the current study as well. To test whether the model accounted for the observations in the
EEG representational analyses, it was applied to the same four-class image set and then the same
representational analyses (i.e. Dunn and Modulation indices) were conducted on the representations
provided by the model layers.
To compare the model’s accuracy with that of humans, a maximum correlation classifier was
applied to the object representational vectors obtained from the model’s seventh layer as in (3). Among
all more complex classifiers, the maximum correlation classifier was chosen since it was simple and
influenced by the representational space more easily. The classifier is formulated as in (3):

 ∗ = #./0# [2!..( ∗, ̅ )]

(3)

where  ∗ refers to the test object’s representational vector obtained from the model’s seventh layer
and ̅ is calculated by averaging class  representational vectors from the training set images.  ∗
belongs to class  ∗ if ̅ is the most correlated average representational vector from all training classes to
 ∗ . To avoid ceiling of performance, only 50% of the model representations were provided to the
classifier for training and the remaining 50% for testing. The training/testing sets were randomly
resampled 200 times from the object representational set to avoid the possible noise in the data. The
200 repetitions were randomly subsampled to twelve samples to avoid any potential bias when
comparing the significance results with those of the twelve human subjects. Although the 50% choice
for the size of the training set underestimated the model’s performance, it was of no concern since the
categorization patterns of the model were to be compared with those of humans and not their absolute
values.

Results
As stated earlier, our primary goal was to measure any possible differences between the two classes
of variations on a feed-forward object categorization task. The classes included affine variations of
position and size and supposedly more difficult (non-affine) variations of pose and lighting.
Humans’ object categorization accuracy as well as their response times were obtained from the
behavioral experiment (Fig. 2a). The response times were averaged across the correctly answered trials
which took the subjects longer than 200 ms and shorter than 3000 ms to respond (i.e. this included
more than 99% of trials). This time span was chosen since other correctly answered trials were
considered to be either the outcome of an unintentionally button press or some other undesirable
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cognitive processes which intervened (e.g. prior information coming from higher brain areas) in feedforward categorization. The significance of the difference between all possible pairs of variations was
evaluated using Wilcoxon’s signed-rank test and the results were summarized in cross-variation
significance matrices below the bar graphs in Fig. 3. To obtain each element of the cross-variation
significance matrix, the performance/response-time vectors for a pair of variations were provided to the
Wilcoxon’s test and a probability measure was obtained and reported in p-value in the cross-variation
matrix. These performance/response-time vectors consisted of 12 values, each of which was obtained
from one human subject or a single model run.
On average, the participants responded correctly in 93.07% of the trials (±25.4%). The average
correct response time was 832 ms across the subjects (±343 ms). Lighting, position, size and pose
appeared to have the lowest to highest influences on the categorization accuracy with the mean
accuracy of 96.56%, 95.5%, 94.09% and 84.81%, respectively (Fig. 3a, blue bars). Except for the lightingposition pair, other pairs of variations revealed significant differences. This is interesting that pose
showed a profound impact on the categorization accuracy. This was reflected in the longer average
response time of categorization for pose (883 ms) than for other variations (780, 786 and 803 ms for
lighting, size and position, respectively). These results provide proof for imperfect categorization
accuracy in humans under different object variations and environmental conditions. Although against a
few studies supporting invariant object categorization in humans in specific paradigms (Guyonneau et
al., 2006; Corballis et al., 1978), these results are on par with a big set of studies supporting the
dependency of categorization on variations (Jolicoeur, 1987; Peissig et al., 2006; Zoccolan et al., 2009;
Kravitz et al., 2008; Edelman, 1995; Troje and Bulthoff, 1996; Braje et al., 1998). In addition, Fig. 3a
suggests significant differences between variations: pose significantly affected human performance in
both accuracy and speed while lighting had the least impact on categorization. This can be explained by
the mental alignment which was suggested to be needed for the compensation of pose (Hamm and
McMullen, 1998), rather than other variations such as position and lighting. The results for the subsampled version of the main image set, namely ‘the EEG image set’ provided the same results (Fig. 3b)
as the main image set. The lowest performance was still observed for pose, whereas size increased its
influence on accuracy and speed leading to a lower performance compared to the results in Fig. 3a. Size
no longer resulted in a significantly higher accuracy compared to pose. This was also reflected in the
response times of size which showed an insignificant difference with pose in Fig. 3b.
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We next sought to see whether the computational model is consistent with our empirical results.
The application of the computational model on the same image set provided the same patterns of
behavior as humans for different variations (Fig. 3a and b red bars): the highest average categorization
rates were for lighting and position with 84.14% and 84.07%, respectively, and insignificantly and
significantly lower categorization rates were observed for size and pose with 81.91% and 70.27%, on the
main image set. A human-like decline in the model’s accuracy was also observed for the size variation
when investigating results of the EEG image set (Fig. 3b). Therefore, the model appears to have adopted
a human-like strategy in the categorization of objects, at least at the behavioral level. This was
interesting since no human data had been used to train the model parameters, and it had been trained
to maximize the recognition accuracy on a different image set (Krizhevsky et al., 2012).
To provide an insight into the conditions which were the simplest and hardest in the categorization
task, we next resolved the variations into the constituent conditions (Fig. 4a-d). Very high categorization
rates were achieved in all lighting conditions (Fig. 4a), which was not significantly different between any
possible pairs of lighting conditions (i.e. p > 0.1, cross-condition matrices were calculated over 12element vectors of accuracy in humans over different conditions, n = 12), not even in the front lighting
condition (condition 9). This means that the brain could compensate for all lighting conditions with no
difficulty, which is at odds with the results of previous work which observed significant modulations of
performance in different lighting conditions in face recognition (Braje et al., 1998). The disparity of the
results may be explained by the different mechanisms involved in the recognition of faces and objects
(Freiwald and Tsao, 2010) and the differences in the experimental paradigm.
The categorization performance under pose variation (Fig. 4b), however, showed a significant
decline (p < 0.05) in the middle conditions (i.e. conditions 3 to 7) where the objects underwent between
120 to 260 degrees of in-depth orientation. This result concurs with the suggestion that mental rotation
becomes more difficult as the objects undergo higher levels of rotation in time-limited tasks (Hamm and
McMullen, 1998). Expectedly, the small size conditions (i.e. conditions 1 and 2) suffered from a
significant decline of categorization accuracy (p < 0.05), which may be explained by the paucity of
information provided to the subjects as a result of object shrinkage (Fig. 4c). The smaller amount of
information in the small object sizes is explained by the reduced number of retinal photoreceptors
evoked by the smaller-sized object. Objects’ position proved to be very influential on performance when
the objects were positioned more peripherally relative to the image center (p < 0.1 when comparing
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conditions 1 to 6, Fig. 4d), which is in accordance with a big set of results reviewed in (Kravitz et al.,
2008).
The position effect is explained by the lower density of photoreceptors in the peripheral retina
causing less visual acuity compared to the foveal regions (Curcio et al., 1987). As opposed to the
variation in pose which yielded a U-like performance curve, object categorization under the variations of
size and position did not show any evidence for a reference-based object transformation in the brain
(Hamm and McMullen, 1998).
The computational model showed a highly correlated categorization pattern with human subjects
(Pearson’s linear correlation, r = 0.93, p < 10-15, n = 35). The condition-wise correlation between the
humans and the computational model is shown in Fig. 4e. Human-model correlation coefficients
indicated significant positive correlations for pose and size (with p < 0.01, n = 8 and p < 10-6, n = 9
respectively), barely significant correlation for position (p < 0.1, n = 9) and insignificant correlation for
lighting (p = 0.82, n = 9). Hence, the condition-wise correlation results supported the human-plausibility
of the computational model. However, no conclusions can be made on the brain-plausibility of the
model in the middle layers since the reported performances were calculated using the model’s 7th layer
representations.
Next we asked whether the model implemented a hierarchical solution to reach the humanplausible performances, as it was expected to be the case in humans. To investigate this matter, the
correlation was calculated between the classification results at different model layers and the
categorization accuracy of the human subjects (Fig. 4f). The human-model correlation increased as the
object representations traveled from the pixel space to the input model layers and continued up to the
last model layer. Only the two final model layers showed significant correlations with humans (P < 0.001,
n = 35, red curve) and the other layers were only insignificantly correlated with the human (p > 0.07). In
light of these results, the model has yielded human level categorization in a systematically hierarchical
manner and not by accident. This not only added confidence to the brain-plausibility of the model, but
also made the model a proper candidate for analyzing the hierarchical structure of the recorded EEG
signals in the following analyses.
The results provided thus far facilitated the comparison between different variations at the
behavioral level. These results proposed that, lighting and position were the two simpler variations
compared to pose and size in the current categorization task. However, since the results were obtained
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from the highest level of abstraction namely ‘behavior’, it failed to provide a detailed description of the
differences inherent in the variations. Moreover, the evaluation of categorization performance at the
behavioral level, although useful, may not be precise enough since it involves other cognitive processes
such as decision making as well as motor actions like finger movements, each of which can be biased
towards one of the experimental conditions. Therefore, we evaluated the brain representations which
drive the behavioral outputs using the above-explained EEG recording paradigm and the
representational analysis methodologies.
The following results for the EEG and the computational model are obtained from the EEG image
set (as indicated in colored boxes in Fig. 1). Fig. 5 shows temporally resolved Dunn indices for the pool of
variations and each variation separately. As mentioned earlier, the average number of trials which
passed the artifact removal was 560.1 (s.d. = 9.4) for each subject, on which the following
representational analyses were made. The shaded error areas and bars in Figs. 5 and 6 reflect the
standard error across subjects. As Fig. 5a shows, the pooled Dunn index rose to significance at 98 ms (p
< 0.05 as determined by Wilcoxon’s signed-rank test with n = 11; the Dunn indices were considered
significant at the time points when they rose significantly above the average Dunn value in the last 200
ms pre-stimulus window) and remained significant until 338 ms post-stimulus onset. This improvement
was a result of changes in the categorical representations, with category clusters increasing their intercategory distances while each of them experienced a decrease in intra-category distances. This was
referred to as ‘untangling’ of category representations (DiCarlo and Cox, 2007). The untangling of
representations peaked at 186 ms post-stimulus and remained significant for as long as 240 ms. This
timing dynamics is highly consistent with most object representational studies which reported the time
course of visual processing in humans (Kaneshiro et al., 2015; Cichy et al., 2014). It should be noted that,
the reported Dunn index is highly affected by the number of samples in the stimulus set (i.e. brain
representational data points); in most cases it decreases when the number of samples increases in
clusters. That is the reason why, unlike the decoding schemes, we did not decide on how high the
obtained Dunn index was, and just compared that with a pre-stimulus window (i.e. the 200-ms prestimulus window here) to investigate significant positive increases.
The Dunn indices for individual variations were obtained as well (Fig. 5b). Differences were
observed in the amplitudes as well as the temporal dynamics between the variations. A shorter rising
latency (i.e. latency was defined as the first post-stimulus significant time point) was observed for
lighting and size compared to pose and position (mean 83, 92, 95 and 106 ms respectively for lighting,
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size, position and pose, Fig. 5c). The cross-variation significance matrices, shown in Fig. 5c, were
calculated using 11-element vectors which contained the latency/peak times calculated for the Dunn
indices obtained from individual EEG subjects. The rising latency was significantly shorter for lighting
than for pose and position (with p < 0.05 and p < 0.001 with n = 11, respectively), which concurs with
the results of the behavioral experiment with a significantly longer response time for pose compared to
lighting (p < 0.001, Fig. 3b). Results in Fig. 5 also confirmed the earlier decoding time observed
previously for size than for position (Isik et al., 2014), and highly correlated with the reported delays in
the appearance of size, in-depth rotation and position-invariant representations in the human brain (Liu
et al., 2003). Ritchie et al. (2015), suggested that the brain uses the optimal decoding time (i.e. the peak
time of the Dunn index value here) to decide on the category of the perceived object; therefore, the
behavioral response times should most probably be predicted by the peak Dunn index time for each
variation. The peak untangling times are shown in Fig. 5c for each variation, which indicate a
disadvantage for pose compared to other variations. These results, although not as correlated with the
behavioral response times as the latency times, concurred with the study reporting a correlation
between the peak decoding and the categorization times (Ritchie et al., 2015). To the best knowledge of
the authors, the dynamics of variations in lighting and pose have never been pitted against other morestudied variations such as size and position, which is covered in the present study. This work, while
confirming previous observations on the precedence of size to position (Isik et al., 2014), suggests that
variations in lighting and pose are respectively the least and the most influential variations on the
untangling time in object categorization.
We next investigated the amplitudes of the EEG Dunn indices to find brain correlates for the
performance patterns observed in the behavioral experiment. In fact, we made the assumption that the
object categorization accuracy was determined by how untangled the object representations of
different categories were in the brain representational space. Possible correlations between the EEG
Dunn indices and the behavioral measurements would not only support this assumption, but could also
validate the index to be a proper metric for measuring category separability in the EEG space. Since the
Dunn indices for different variations were time-variant values, direct comparisons between the EEG
Dunn indices and the scalar behavioral accuracy values would fail to reveal EEG’s dynamical behavior.
Accordingly, the 50- 400 ms post-stimulus span was divided into 7 non-overlapping windows. This span
was chosen since it covered the time-window in which all variation indices remained positive relative to
their baseline values and could change their ranking when compared. This span was also considered by
many to cover most of the brain’s feed-forward visual processing activities (Thorpe, 1996; Isik et al.,
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2014; Kaneshiro et al., 2015). The Dunn indices for variations were averaged in the 7 mentioned
windows and pit against one another in Fig. 6a.
A higher Dunn index value was observed for lighting through all time-windows (Fig. 6a). Ascending
Dunn indices were observed in the first half of the windows (i.e. 50 to 250 ms) which became
descending in the later windows (i.e. the windows from 250 to 400 ms) for all variations except for
position. Position revealed a more complex behavior; it remained lower than other variations in most
preceding windows (i.e. the windows from 100 to 300 ms), outperformed pose and size and approached
lighting in the final windows (i.e. 300 to 400 ms windows). The order of the Dunn indices for different
variations showed the highest correlations with the behavioral patterns of accuracy in the last two time
windows where lighting and position dominated size and pose (as it is in other following windows until
the 650-700 ms window, data not shown). These results suggest a possibly different untangling process
involved in the enhancement of position-affected representations which needs more processing time to
take effect compared to the other variations under study. This is interesting that the latency in the
appearance of position-affected representations is compensated for at the behavioral level by an earlier
behavioral response time, when compared to other variations. This might be explained by the
hypothesis that, contrary to the variations in pose and lighting, the variation in object position is less
expected to influence the semantics of object categories (Kravitz et al., 2008). Therefore, a semantic
labeling procedure seems to be absent when associating the representations to categorical decisions
under the variation of position (Kravitz et al., 2008), resulting in an earlier response time.
One important question that the current study is trying to answer is: which variation is simpler and
which is more complex for the feed-forward mechanisms of the visual system? The answer to this
question can highly constrain the feed-forward/feedback models of the visual system. Although the
reported behavioral patterns of performance or the EEG Dunn indices for variations might seem to
suffice to answer this question at first sight, this comparison is unfair since it overlooks the fact that the
input image set might have been biased towards one of the variations under study (e.g. lighting or
position). Therefore, in order to conclude correctly, we calculated the Dunn indices for all variations in
the input space (i.e. pixel space), and used them to calculate the improvement made to each variation
by the brain using the modulation index defined in (2). The pixel-space Dunn indices are shown in Fig.
6a, and the resultant modulation indices in Fig. 6b. Variations in lighting, pose, size and position had the
highest to lowest Dunn indices in the input space, with 0.2872, 0.2127, 0.2037 and 0.1950, respectively.
Therefore, the pixel-space Dunn indices showed a high level of bias towards lighting. This proposes that
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the observed higher EEG Dunn indices for the lighting compared to other variations in Fig. 6a might be
the result of this bias.
Using the introduced modulation index, now it was possible to compare the variations under study.
As shown in Fig. 6b, position, size, pose and lighting showed the highest to lowest modulation indices
respectively for almost all time windows. This order was violated in the 50 to 250 ms windows with size
being modulated more than position. This result suggested that the feed-forward paths have played a
more dominant role at compensating for variations in position and size compared to lighting and pose.
The observed order for the amplitude and the timing of the variations under study, while reappraising
previous observations on the timing of object categorization (Freiwald and Tsao, 2010; Liu et al., 2009,
Goddard et al., 2016), concurs with the suggestion that some variations such as position and size may be
compensated for by hard-wired mechanisms (e.g. feed-forward mechanisms as they were dominant in
the current recordings) while other variations such as pose and lighting may need auxiliary top-down
mechanisms (e.g. feedback mechanisms as they were highly suppressed in this study) to involve in order
to achieve an acceptable recognition performance (Bullier, 2001; Serre et al., 2005).
To inspect the contribution of different brain areas in the reported untangling results over the scalp,
the Dunn indices were recalculated using the signals from individual electrodes for the pool of variations
as well as for individual variations. In other words, in this analysis only a single electrode was considered
each time to calculate the Dunn indices and the final scalp maps were generated by the superposition of
individual electrodes at their relative locations. The generated scalp maps for the pool of variations and
individual variations are shown at different time windows in Fig. 7.
Dunn indices declined significantly in Fig. 7, compared to the previously-reported values in Fig. 5, as
a result of calculating in one dimensional space (i.e. single channel). The mean Dunn indices from
individual electrodes ranged from 0.0292 (significantly higher than the last 200 ms prior to stimulus
onset using Wilcoxon’s signed-rank test, p < 0.005, n = 11) in anterior locations (consisting of electrodes
F7, F3, Fz, F4, F8, AFz, FP1, FP2 and FPz) to 0.0419 (p < 0.005) in posterior locations (consisting of
electrodes P7, P3, Pz, P4, P8, POz, O1, O2 and Oz) in the first 400 ms window after the stimulus onset on
the pooled variation (Fig. 7a) which was significantly (p < 0.005) higher compared to anterior locations in
the same window. The Dunn index started to rise in the 50-100 ms window and became significant (p <
0.05) in the occipital area (O1, O2 and Oz) in the 100-150 ms window. This observation replicated the
appearance of low level feature differences among categories, particularly for the face category, found
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at occipital areas at around the same time (i.e. the P1 component in ERP analysis) (Itier and Taylor,
2004; Rossion and Caharel, 2011).
The higher untangling indices were then observed on the whole posterior area in 150-200 ms along
with activities at frontal areas (electrodes AFz, FP1, FP2 and FPz). The temporal dynamics of the Dunn
scalp maps in Fig. 7a, though calculated methodologically different from the one used in ERP analyses,
were in agreement with previously observed ERP results in humans which reported the start of
category-detection signatures at around 150 ms which lasted until approximately 350 ms post-stimulus
(Thorpe et al., 1996). However in Thorpe et al. (1996), the category-detection signatures were more
localized in frontal areas from 150 to 200 ms and did not totally shift to posterior areas until 325 ms,
while in the current study the most informative regions were the occipital, frontal, lateral occipital and
parietal areas in the 150-350 ms post-stimulus window. It should be noted that, several paradigmrelated variables such as the type and demand of the task and the visual stimuli can affect the
distribution of the activity over the scalp; as it is the basis for all EEG analyses. It is suggested (Thorpe et
al., 1996) that, the initial signature activity which was observed in the frontal areas was provoked by the
go/no-go task to suppress the motor actions in no-go trials (Sasaki et al., 1998). Therefore, the absence
of a strong frontal activity in the current study, which was performed under a passive paradigm, as it
was the case in Kaneshiro et al., (2015), comes as no surprise. On the other hand, the observed weak
untangling activities at the frontal areas in the 150-300 ms windows, might be provoked by the colormatching task in the present study, an interpretation supported by the studies reporting frontal
activities specific to decision-making and motor actions at around the same latency (Thierry et al., 2012).
The untangling activity then moved towards the lateral-occipital (i.e. P7 and P8) and temporal locations
in the 200-250 ms window and started to fade away after 350 ms post-stimulus. These results are on par
with recent findings which showed the occipital and lateral-occipital electrodes were the most
influential channels in reflecting category-related information in a passive recording paradigm
(Kaneshiro et al., 2015).
Fig. 7b shows the Dunn scalp maps which were normalized to the maximum observed Dunn index
calculated across all variations. Although noisier here compared to the results in Fig. 7a as a result of
fewer number of images, several observations were made for individual variations. For lighting, the
average Dunn indices observed at the occipital locations (O1, O2, Oz) were significantly (p < 0.05, n = 11)
higher than those found at parietal locations (POz and Pz) in the 100-250 ms windows, while the
opposite was true for the other variations with significantly higher average Dunn indices at POz and Pz
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locations. This result, while suggesting the significant role of the primary visual areas in the
representation of the low-level image properties, provided evidence for the involvement of parietal
areas in the mental rotation, size transformation and position representation (Muthukumaraswamy et
al., 2003; Sereno and Lehky, 2011; Freud et al., 2016). It was previously shown that the latency of the
ERP components such as N1/N170, which were suggested to be involved in face and object processing,
vary with the type and the amount of applied variation (Itier and Taylor, 2004; Muthukumaraswamy et
al., 2003). Therefore, the high separability indices observed in the 300-350 ms window at the parietal
and central locations in size and position scalp maps, might be explained by the time needed to reach
invariant representations for more difficult conditions in those variations, as it was the case in
(Muthukumaraswamy et al., 2003). The observation of high Dunn indices in the parietal areas of the
scalp maps is well supported by several recent studies showing the role of these areas in shape and
category representations (Freud et al., 2016; Sereno and Lehky, 2011; Rishel et al., 2013; Swaminathan
and Freedman, 2012).
Although useful for a coarse inspection of the visual processing in the brain, the proposed Dunn
scalp maps failed to clearly present the expected feed-forward mechanisms involved in processing of
the EEG signals. As a solution, we used the above-mentioned computational model to unveil the
hierarchical structure underlying the EEG observations. Results indicated that a hierarchically organized
feed-forward structure reasonably similar to the computational model must be underlying the observed
EEG effects shown in Figs. 6 and 7 (data not shown). The hierarchical correlation between the untangling
indices of the EEG and the computational model, proposed a potential hierarchical similarity between
the strategy adopted by the humans and the model in the compensation of variations. To examine this,
we calculated the Dunn and modulation indices at the output of each model layer for each variation (Fig.
8). The model’s Dunn indices (Fig. 8a) were highly similar to the Dunn indices calculated from the EEG
experiment (Fig. 6a): highest Dunn indices were obtained for lighting throughout the model layers
compared to other variations which concurred with the EEG results through all time windows. Mounting
Dunn indices were observed for position when going from the first to the last model layer with the EEG
counterparts in early and late time-windows, respectively. Interestingly, in the model as well as the EEG
results, the final untangling results (the results from the last model layer and the last time window) were
highly correlated with the pattern of behavioral performance shown in Fig. 3b: higher Dunn indices for
lighting and position as there were higher categorization performance for lighting and position at the
behavioral level. Although one-to-one comparisons should not be made between the results from the
model layers and the EEG time windows as they may represent different time scales, a bilateral
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interpretation can result in a high-resolution spatio-temporal insight into how ‘invariance’ is achieved in
the feed-forward visual system.
Position was the variation which underwent the highest amount of improvement going from the
pixel space to the model space in all layers (Fig. 8b) as it was in the EEG (Fig. 6b). The last two model
layers showed higher correlations with the EEG results: lighting showed the lowest and position the
highest values of modulation indices. There are abundant studies reporting that the neural
representations of objects reach the top layers of the ventral visual stream (i.e. V4 and IT) in less than
200 ms post-stimulus (Ashbridge et al., 2003; Desimone et al., 1984; Hung et al., 2005). Accordingly, it is
not surprising to see high correlations between the outputs from the final model layers and the EEG
windows after the 50-150 ms post-stimulus (Fig. 6b), since those layers have been shown to strongly
imitate V4 and IT level representations of the brain (Khaligh-Razavi and Kriegskorte, 2014; Yamins et al.,
2014). Regarding these results, the model seemed to mimic the representational untangling and
modulation results observed in the EEG experiments. Together, the modulation results from the EEG
experiment and the computational model provided evidence for a higher improvement made to
variations in position and size compared to variations in lighting and pose. The EEG results also showed
precedence and tardiness respectively in the appearance of lighting- and position-affected
representations (Fig. 5b). This may be supported by the early and late rises of the Dunn indices in the
beginning and final model layers respectively for the variations in lighting and position (Fig. 8a).
Following the computational evaluation of different variations which provided support for the
brain-plausibility of the computational model, we used the model to generalize from the EEG image set
to the main image set to examine whether the modulations observed for the variations would remain
the same or whether they depended on the number of samples in the image set. The modulation indices
obtained from the main image set are summarized in Table 1.
A big advantage for position was observed (Table 1) in all layers (as in Fig. 8), along with a
continuous improvement for size and a disadvantage for pose. These results, while reconfirming the
advantage for position and size compared to lighting and pose on a more complex image set with 592
sample images (compared to the EEG image set with only 96 samples), showed that the observed
differences between the variations (Fig. 5 and Fig. 8) were not affected by the number of conditions but
caused by the solutions provided by the feed-forward visual mechanisms to compensate for those
variations.
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Discussion
Feed-forward mechanisms are responsible for affine variations
We found that variations in pose and lighting caused more difficulty for the feed-forward visual
mechanisms than variations in size and position. It was also shown that variations influenced both the
level and the temporal dynamics of the category separability. The relative patterns of categorization
performance measured in human behavior were in more agreement with the separability of category
representations at higher visual areas than in lower areas. Moreover, the differences observed between
the studied variations in the brain representations could be explained by a hierarchically organized feedforward model of the visual system. Our results suggest that the feed-forward visual pathways show
stronger impact on the compensation of affine variations. When encountering non-affine variations,
however, those pathways fail to form representations with enough separability among categories. Even
though there was no previous empirical evidence to support these findings, they can be interpreted in
light of several theoretical studies (Bullier, 2001; Serre et al., 2005). In fact, the main contribution of the
current study is to provide behavioral, electrophysiological and computational evidence supporting the
hypotheses made in (Bullier, 2001; Serre et al., 2005) on the ineffectiveness of the feed-forward
mechanisms when encountering complex variations.
Although several investigations reported the impact of variations on object categorization
(Jolicoeur, 1987; Peissig et al., 2006; Zoccolan et al., 2009; Kravitz et al., 2008; Edelman, 1995; Troje and
Bulthoff, 1996; Braje et al., 1998), they made no attempt to break up the contribution of the feedforward or the feedback mechanisms in the task. Yet, using a backward masking paradigm along with a
very short stimulus presentation time, we tried to neutralize the feedback and/or attentional effects
(Chikkerur et al., 2010; Milner, 1974; Afraz et al., 2014) which could intervene in the behavioral
experiment. As there are massive mechanisms of recurrent processing within the cortical pathways
(Felleman and Van Essen, 1991), it is worth noting that by feedback, we mean the long back-projections
(e.g. from higher visual areas such as IT to V1) and not the short recurrent loops (e.g. the horizontal
connections within areas or between adjacent areas such as V1-V2). According to this definition, and the
effectiveness of the backward masking on long feedback connections, it is inferred that the results of
the behavioral experiment are still contributed to by the short recurrent circuitry. However, no
suggestions have ever been made on the explicit role of these circuitries in the compensation of
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variations. In the EEG experiment, we believe that the considerations such as the passive paradigm, as
well as the randomly-ordered images with a short presentation time (25 ms) have resulted in the
domination of the feed-forward mechanisms in the recording. This was reflected in the brain activities
appearing mainly between 80 to 110 ms post-stimulus. In addition, the brain-plausible computational
model provided a feed-forward explanation for the observations made in the EEG recording, supporting
the domination of the feed-forward effects in the signals.
Dunn or modulation index, which one better unveils the differences between variations?
As it was explained in the Representational analysis section followed by the results in Figs 6 and 8,
we used a modulation index (equation (2)) to remove the bias from the comparison made between
variations. This index removed the input bias from representational separability index (i.e. Dunn index)
and provided a measure showing the improvement made to the category representations as they
travelled from the pixel space to the brain space. More specifically, the Dunn indices extracted from the
EEG (Fig. 6a) and the model (Fig. 8a) representations were used to explain the behavioral results (Fig.
3b) as they revealed highly similar patterns to the behavioral results, while the modulation indices were
used to answer the main question of this study: which variations were compensated for by the feedforward visual processing mechanisms? As it was shown in Fig. 6a, in the pixel space, the category
representations were more separable under the lighting variation compared to position. If we had
compared the EEG Dunn indices in Fig. 6a, we would have concluded that lighting was the simplest
variation among the variations under study, as this was done in (Isik et al., 2014). However, the
modulation results in Fig. 6b showed that lighting was the least improved variation. That is why we only
compared the variations based on their corresponding modulation indices and not their Dunn indices.
But, where do the observed differences across variations come from?
Robustness to variations in size and position was proposed to be achieved as the object
representations pass layers of simple and complex cells in the ventral visual stream (Serre et al., 2005;
Hong et al., 2016). Simple cells are suggested to provide generalization across objects (Poggio and Bizzi,
2004) while the complex cells cause invariance to position and size, by pooling the outputs of several
simple cells with the same selectivity but at different positions and scales using a max-like operation
(Riesenhuber and Poggio, 1999). While invariance to size and position appears to be hard-wired in the
visual pathways especially at IT and not specific to particular objects (Tanaka, 1996), many IT neurons
have shown to be highly influenced by the object poses which the subjects have experienced (Logothetis
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et al., 1995). In light of these findings, it was suggested that variations such as lighting and pose needed
prior visual experience with specific lighting and viewing conditions of the target objects in recognition,
while the compensation of affine transformations of objects such as position and size, which are
common to all objects, are hard-wired in the visual system (Serre et al., 2005). Results of the present
study provided proof that the feed-forward mechanisms alone fail to enhance object representations
under variations of pose and lighting as much as they do when encountering variations in size and
position. However, the relative contribution of the feedback mechanisms to the compensation of nonaffine variations still remains unknown. Future studies need to be conducted to unveil the answer to this
query. For that purpose, causality methodologies such as the one proposed in (Goddard et al., 2016) can
be utilized to separate the contribution of the feed-forward and feedback mechanisms in the
representational analyses.
Model layers depict information beyond the EEG signals
The computational model was used to explain the behavioral as well as the electrophysiological
observations. Although the model could predict the human behavior (Fig. 4e) and the EEG patterns
accurately, the one-to-one correspondence between the model layers and reasonable EEG time
windows appears far-reaching (i.e. compare Fig. 6 and Fig. 8). In other words, as the final model layer is
supposed to imitate IT-level representations, and the visual information reaches the highest visual areas
(e.g. IT) at around 100 ms post-stimulus, we expected the model’s final layer to correlate maximally with
the EEG signals at around the same time. However, the model’s final layer becomes maximally
correlated with the EEG signals at around 350 ms post-stimulus (data not shown). There can be two
reasons behind this disparity. First is the low spatial resolution in EEG recording. The EEG channels
provide weighted average representations from their nearby sources of activity, which means that each
channel incorporates activities belonging to different brain areas including non-visual locations. This not
only concealed the true dynamics of different brain areas, but also formed new dynamics for the wholebrain activity which could be totally distracting (i.e. this might be the case here). The second and more
reasonable interpretation can lie in the time-invariant nature of the model. In other words, since the
model lacked ‘time’ in its structure, it could have become maximally correlated with the EEG signals
after a shorter or longer latency. The model was not developed to imitate the timing of visual processing
but to reach a performance comparable to the highest performing machines in object recognition. To
this end, what is really interesting is that the model’s patterns of activity highly correlated with their EEG
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counterparts in a layer-wise, time-locked manner (data not shown), and extracted the concealed
information in the EEG signals in support for a feed-forward hierarchical structure of object processing.
Future work
The image set which was generated for the current study allowed us to evaluate the human and
model performance under a single parametrically controlled variation without being affected by other
variations. However, there are some potential improvements which can be made to the image set in
future studies. This include a larger number of category exemplars in order to increase the generality of
the image set. High- and low-level image variations can also be incorporated into the image set and
evaluated for their impacts on feed-forward/feedback mechanisms. Variations in contrast, texture,
clutter and object deformation can be of high interest in that regard. Although the impact of the
feedback signals have been reported in cluttered images for figure-ground segregation (Hupe et al.,
1998), in low-contrast images for representational enhancement (Hupe et al., 1998; Wyatte et al., 2012)
and in occluded object categorization (Wyatte et al., 2012), not enough empirical findings exist to
confine the contribution of the feed-forward/feedback mechanisms in invariant object recognition. This
opens up the opportunity for future studies in this area.
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Figure captions:

Fig. 1 The image set. (A) Images show animal, car, face and plane categories and their constituent
exemplars, which are separated by the blue lines. The exemplar images are chosen from the frontal light
source condition. (B) The conditions that each category exemplar in (A) underwent (here only the
conditions for the first animal exemplar are shown). Exemplar images are shown larger than used in
experiments in lighting and pose variations for better illustration. The bottom table shows the
condition’s number which is referred to in the analyses. Rows from top show lighting, pose, size and
position conditions, respectively. The conditions which are used in the EEG experiment are indicated in
orange and red boxes (i.e. a total of 8 exemplars in 12 conditions). Information about each condition is
provided below it.
Fig. 2 Paradigms used in the behavioral (A) and EEG (B) experiments.
Fig. 3 Categorization accuracy for the humans and the model as well as human response times. Humanand model-related data are in blue-green and red-yellow color spectra, respectively. (A) Top row, from
left to right, presents human object categorization accuracy, model object categorization accuracy and
human correct response times for each variation on the main dataset; bottom row, indicates the crossvariation significance matrices in the same order. (B) The same figures as in (A) but for the EEG dataset.
Different colors of the cross-variation significance matrices (as explained by the color bars) present
levels of significance obtained from Wilcoxon’s signed-rank test. Error bars indicate the standard errors
across subjects for humans and across simulation runs for the model.

Fig. 4 Categorization accuracy under different conditions for the humans and the model. The
categorization accuracy for different conditions of variations in lighting (A) pose (B) size (C) and
position (D) for the humans (blue line) and the computational model (red line). The corresponding crossconditional significance matrices are provided below each graph in blue-green and red-yellow spectra
for the humans and the computational model, respectively. The color-coded significance values for
cross-condition matrices are the same as in Fig. 3. The scatter plot in (E) provides human-model
correlation coefficients in different variation conditions as well as their pooled result. Blue, black, green
and red spots show the data points for the lighting, pose, size and position conditions, respectively. The
gray line shows the best fist-order fit to the pooled result. (F) Shows the correlation coefficient and
correlation significance of the pixel/model space with those of humans. Error bars show the standard
errors across the subjects for the humans and across classification runs for the model results.

Fig. 5 Temporally-resolved Dunn indices as metrics for the evaluation of the EEG representational space.
(A) The stimulus-aligned Dunn index when the variations are pooled. (B) The Dunn indices for each
variation separately. The baseline has increased in (B) as a result of fewer images in the variations
compared to their pool. (C) The peak and the latency times of the Dunn indices for each variation, which
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are averaged across subjects along with corresponding cross-variation significance matrices. Shaded
error areas and error bars represent the standard errors across the subjects. The circles below each
graph in (A) and (B) indicate the times when the Dunn indices were significantly above the average Dunn
index in the last 200 ms pre-stimulus window (p < 0.05), which is shown by the horizontal line in each
plot. The zero-aligned vertical lines indicate the time of the stimulus onset.

Fig. 6 Time-windowed Dunn and modulation indices for the input and EEG spaces. (A) The Dunn indices
for the input and different windows of the EEG. (B) The modulation indices (as calculated using equation
(2)) corresponding to each time plot in (A). The cross-variation significance matrix for the modulation
indices at each time window is plotted below it. Error bars show standard errors across the subjects.

Fig. 7 Single-electrode Dunn topographic maps resolved in 50 ms windows. (A) The Dunn index of the
EEG dataset calculated on overlapping windows for individual electrodes. Colors indicate the Dunn index
values. The numbers below each scalp map indicate the millisecond time span in which the index was
calculated. (B) The same as in (A) but for each variation of the EEG dataset. Rows from top show the
results for variations in lighting, pose, size and position, respectively.

Fig. 8 Dunn and modulation indices at the output of each model layer. (A) The Dunn indices for each
variation are shown with different colors. (B) The modulation indices corresponding to (A).
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Table 1. Modulation indices at the output of model layers for each variation on the main image set.

Lighting
Pose
Size
Position

Layer 1

Layer 2

Layer 3

Layer 4

Layer 5

Layer 6

Layer 7

0.752
0.692
0.724
0.789

0.760
0.696
0.740
0.790

0.762
0.695
0.739
0.791

0.764
0.695
0.737
0.787

0.765
0.717
0.753
0.806

0.761
0.711
0.768
0.832

0.772
0.716
0.782
0.859
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Highlights of the research “Hard-wired feed-forward visual mechanisms of the brain compensate for
affine variations in object recognition” by Hamid Karimi-Rouzbahani et al.

•
•
•
•

Feed-forward visual pathways contribute more dominantly to the compensation of affine
variations such as size and position
This is reflected in both the amplitude and latency of the category separability indices obtained
from the EEG recording
A hierarchically organized feed-forward neural network can explain these findings
Non-affine variations may need top-down feedback information from higher visual areas for
precise object recognition
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