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Abstract: Object recognition in the visual cortex of mammals and humans has inspired many computational object recognition
models. Hierarchical model and X (HMAX) is a well-known biologically motivated object recognition model with scale and
position tolerance and high accuracy. Due to the computational intensive nature, hardware implementation with massive parallel
processing is suggested for real-time applications. However, it is important to explore algorithmic trade-offs when mapping an
algorithm to are configurable hardware. A direct conversion of the software implementation of an algorithm generally results
inefficient hardware resource usage. In this study, the authors propose a novel modification into the HMAX model which makes
it suitable for hardware implementation. More precisely, to reduce the number of memory blocks and multipliers of the S2 layer
of HMAX produces, they replace the first norm by the second norm, which critically affects the silicon area in an application-
specific integrated circuit implementation or the required resources in field-programmable gate array (FPGA). To evaluate the
proposed model, they implement a pipelined version of the revised model on a mid-range commercial Xilinx FPGA, i.e.
XC6VLX240T platform from a Virtex 6 family of Xilinx using ISE. Compared to the recent hardware implementation of HMAX,
the proposed model offers 83% resource degradation in DSP48 slices and 3% in memory blocks.

1 Introduction
Nowadays, embedded vision systems are employed in many
applications, including augmented virtual reality, surveillance
cameras, vehicle navigation, robotics, and space exploration. One
of the most complex and difficult tasks in the real world is object
recognition in vision systems, which is robustly and rapidly
performed by the primate visual system. In recent years,
neuroscientists have proposed computational models that intend to
represent the processing that takes place in the ventral path of a
mammal's visual cortex. This paper focuses on one such model,
namely the Hierarchical model and X (HMAX). The biological
background of HMAX was introduced by Riesenhuber and Poggio
in [1] and is based on the seminal work of Hubel and Wiesel's [2,
3]. Its usability to actual object recognition scenarios was realised
by Serre et al. [4].

The HMAX model attempts to quantitatively resemble visual
processing in the mammalian ventral visual pathway, which is
responsible for object recognition with an admissible performance.
In fact, HMAX has been shown to correctly predict the output of
similar units in experimentally captured read-outs from a cat [3]
and a macaque in the primary visual cortex [2]. A significant
degree of invariance to scale and position transformation are some
of the characteristics of the HMAX model, which competes with
state-of-the-art machine vision algorithms [4] in classification
accuracy.

There are two layers of intensive computing in the HMAX
model, denoted as S1 and S2. In the S1 layer, 64 two-dimensional
(2D) Gabor filters with different dimensions are applied to the
input image and in the S2 layer, the Euclidean distance between
stored prototypes and the input image at every position and scale is
measured. Since the typical number of prototypes is large (about
1000), this layer is the very time-consuming layer of the model.
Some recent optimisations that dramatically speed up the model are
the novel feature extraction methods. Standard HMAX uses
prototypes that are randomly selected in the second layer (C1),
which generates a huge amount of redundant information. In [5, 6],

it is attempted to reduce the number of prototypes by eliminating
this redundant information. Another recent paper speeds up
matching on the S2 layer by comparing the extracted patches with
only a few informative patches rather than the whole image [7].
Zhang et al. [8] proposed a fast binary-based HMAX model called
B-HMAX to decrease the processing time by using Hamming
distance for matching between two patches in the S2 layer.

The hardware-optimised version of the HMAX model, which
has been proposed by Mutch and Lowe [9], requires less memory
usage and is not very computationally intensive. For this reason,
most of the recent hardware implementations of HMAX have
focused on this version.

Typically, object recognition models such as HMAX, run on the
central processing unit (CPU)-based platforms due to high
flexibility. However, the key challenge in this matter is that most
CPU implementations of HMAX have been performed on
platforms not amenable for real-time applications, either due to
their low performance or high power consumption. Other platforms
for hardware implementations of the HMAX include graphics
processing units (GPUs), field-programmable gate arrays (FPGAs)
and application-specific integrated circuits (ASICs). GPUs are
optimised to perform the same operation at every point in an array
of data. Array elements of GPUs are pixels and their general-
purpose parallel computing architecture is appropriate for non-
graphical algorithms also, such as cortex inspired models. GPUs
allow more parallel processing paths and offer greater control of
dataflow and storage during computation, for which Mutch et al.
[10] released the cortical network simulator (CNS) framework that
cortical models are automatically compiled and run on NVIDIA
GPUs, typically 80-100X faster than on a single CPU. Although
GPU implementation accelerates the HMAX run time, however, it
consumes much power, which is not in compliance with many
embedded or low power systems. For example, the NVIDIA Tesla
C1060 GPU consumes a maximum of 187.8 W [11].

In application-specific integrated circuits (ASICs), common
logic components (e.g. gates, adders and multiplexers) were
previously have been designed and stored in a library for different
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areas, speeds, power requirements. After the design, logic
components were converted to chip layouts. Therefore
implementation in ASICs is fast, at a low power, and optimise in
resource usage; however, these implementations have some
drawbacks that are not acceptable in many designs.
Implementations in this manner are not reprogrammable and take
several months to fabricate at a high cost (in small volumes); until
today, there is no ASIC implementation of HMAX, to the best of
our knowledge.

Recently, programmable logic devices, especially FPGAs, are
widely used in digital signal processing and computing
applications. FPGAs provide fast programming times and cost-
effective ways for the evaluation of algorithms and prototyping,
which eliminate fabrication time. There have been some
implementations that attempt to mimic the hardware substitute of
the visual cortex using FPGA. The best throughput is by Orchard et
al. [12], which achieves 190 frames per second (fps) with 1280
patches and 128 × 128 pixel images on the standard HMAX model.
Al Maashri et al. [13] proposed a highly-configurable HMAX
accelerator system that combines both speed and power efficiency.
In their work, the designed accelerator is implemented on 4
Virtex-5 FPGAs and, despite using 2206 multipliers, outperforms
the CPU platform by 8X in terms of execution time.

Some of the prior works accelerate only the S2 layer, which is
the most computationally intensive stage of HMAX [11, 14]. Park
et al. in [11] proposed an adaptable processing element that can be
configured for different variants of the HMAX template matching
(sparse and dense) as well as different stages (S1 and S2).
Implementation of the HMAX model on an embedded power PC
(PPC440) is described in [15]. They implement the S2 layer
accelerator engine to ensure adequate performance with respect to
pure embedded processor implementation. In a similar work [16],
the embedded ARM processor is used as the main controller, to
increase the flexibility and speed, while the convolution stages in
convolutional neural networks (CNNs) are implemented in
hardware to realise the acceleration that is required by real-time
applications.

1.1 Our contributions

As the main contribution of this paper, we proposed a resource-
efficient version of the HMAX model for hardware
implementation. More precisely, the proposed model has the
following properties:

• In the S2 layer of the standard HMAX model, template
matching between a dictionary of prototypes and the input
image is done based on Euclidean. In this study, Manhattan
distance is proposed to measuring this distance due to the lack of
a multiplier. To evaluate the effect of this modification on the
performance of the model, 2 experiments with 15 categories
from multiple datasets are used.

• In the S1 layer of the model, 64 2D-Gabor filters are applied to
the input image. The separation converts the 2D filter into two
1D filters, which is drastically reduced required computation.
The symmetry property of the Gabor filter also reduces
complexity by half.

• Pipeline hardware architecture for the proposed model from S1
to C2 layers was designed and implemented on one Virtex6
FPGA family. This architecture has a constant throughput in a
different number of features.

1.2 Paper organisation

The remaining part of this paper is organised as follows: in Section
2, the basic HMAX model is described. In Section 3, the
computational complexities of standard HMAX and our proposed
modifications to the model are presented. Two experiments were
done to evaluate the proposed model in terms of classification
accuracy or performance. The experimental design and the datasets
and the used classifiers are introduced in Section 4. Section 5 gives
the result of the experiments. The hardware architecture of the
proposed model and the results are presented in Sections 6 and 7,

respectively. Finally, in Section 8, concluding remarks are
provided.

2 Standard HMAX model descriptions
The standard HMAX model is based on the theory of visual
processing and its architecture is a result of the model of Hubel and
Wiesel [2, 3]. HMAX models the ventral visual pathway from V1,
which is the first processing level in the visual cortex, to higher
levels, such as the inferotemporal (IT) cortex and prefrontal cortex
(PFC) [4]. Although these details are explained in that work, they
are reproduced here for the purpose of clarity. The model is a
feedforward network and consists of four alternative layers of
Simple (S) and Complex (C) units. The S layers correspond to the
simple cells in the visual cortex and employ a Gaussian-shaped
function for combining their inputs, to increase selectivity in the
model. The C layers correspond to the complex cells in the visual
cortex and apply a non-linear operator, such as maximum (MAX),
to their inputs in order to increase tolerance to a shift in the
position and size of the stimuli.

The first two processing units in the HMAX model, i.e. S1 and
C1, are compatible with the cells in the V1 (primary visual cortex)
area. At the S1 stage of the model, the greyscale image is
convolved with a multidimensional array of edge detectors named
Gabor filters, for extracting information at different orientations at
different scales. The following is a description of the 2D Gabor
filter, which is a reasonable model of cortical simple cell receptive
fields:

G(x, y) = s(x, y) . w(x, y) (1)

In this equation, s(x, y) is a sinusoidal function and w(x, y) is a 2D
Gaussian-shaped function which is written as follows:

w x, y = e − X2 + γ2Y2/2σ2

s x, y = cos 2π
λ X

G x, y = e − X2 + γ2Y2/2σ2 ⋅ cos 2π
λ X

X = xcos θ + ysin θ, Y = − xsin θ + ycos θ (2)

where γ is the aspect ratio and it is set to 0.3, θ is the Gaussian
orientation, σ is the effective width of the Gaussian function, and λ
is the wavelength. In the HMAX model, the input image is
convolved by a pyramid of filters of different sizes and in four
orientations, namely 0°, 45°, 90°, and 135°. The filters sizes are
from 7 × 7 to 37 × 37, with steps of the two pixels. Therefore, a
pyramid of filters is constructed in 16 different sizes and 4
orientations, which yields 64 different S1 receptive field types in
total. These 64 filters are divided into eight bands with specific
parameters. Fig. 1 shows the results of applying these filters to an
input image in the S1 layer, which produces 64 filtered images as
S1 layer outputs. 

The S1 outputs are sent to the C1 layer. The C1 layer models
the behaviour of complex cells in the V1 area. The operation in the
C1 layer is simply a maximum calculation [1]. The outputs of the
C1 layer are achieved by applying the maximum operator to the
outputs of the S1 layer in two adjacent filter sizes (e.g. 7 × 7 and 9 
× 9 with the same orientations). The results of the C1 unit are
computed by subsampling these maps with a cell grid in different
sizes, starting from 8 in band 1 to 22 in band 8 [4]. Consequently,
the C1 output is an eight-level (from eight bands) pyramid in four
orientations. This stage is also shown in Fig. 1.

Table 1 in [4] summaries the S1 and C1 stage parameters used
in the HMAX standard model. 

In the S2 layer, which may be located in V4 and/or the posterior
IT (PIT) cortex, the Euclidean distance between the prototype
patches and C1 outputs is calculated (Fig. 2). In the training stage,
for all orientations, large pool of various sized patches at random
positions is extracted from a target set of images at the C1 level.
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This process occurs for each of the eight-scale bands and each one
of the prototypes for all orientations in C1 layers; consequently, S2
maps are achieved. That is, for an image X from the previous C1
layer at a particular scale S and patch P obtained in the training
stage, the response r of the corresponding S2 unit is calculated by

ri = exp −β∥ X − Pi ∥2 (3)

where β defines the sharpness of the tuning and Pi is one of the N
prototype patches (N∼1000) learned during training.

The C2 layer takes a global maximum over all S2 responses in
all positions and scales. In other words, the S2/C2 layers measure
the match between prototypes Pi and the input image at every

position and scale, keep the value of the best match or minimum
distance, and discard the rest. The output of the C2 layer for every
input image is a vector with a length equalling the number of
patches (features).

Finally, the C2 layer's responses are applied to a simple linear
classifier, such as a supported vector machine (SVM) or a
GentleBoost (boosting) for categorisation.

3 Computational complexities of HMAX and
modifications
The percentage of execution time for each stage of HMAX has
been presented in the earlier literature. More precisely, the S2 is the
most computationally complex layer with about 96 and 90%
execution time in the CPU [13] and FPGA embedded power PC
[15], respectively. The S1 stage follows the S2 in execution time,
with about 3% for the CPU and 10% for the PPC. The S2 layer
attempts to match a patch dictionary of about 4000 patches of sizes
4 × 4, 8 × 8, 12 × 12, and 16 × 16 on a pyramid of subsampled
pictures emerging on the C1 layer. These patches are randomly
sampled from a set of positive images during the training stage and
are stored for the object recognition execution stage. Whereas C2 is
a global maximum across all matching results from the S2 layer,
each of its values is a response to a given prototype patch. By
applying the maximum operator to (3), the C2 response can be
shown as follows:

max ri = max exp −β ∥ X − Pi ∥2

= exp −β ∗ min ∥ X − Pi ∥2 (4)

Fig. 1  Results of applying 64 filters in 8 bands to an input image in the S1 layer. The maximum of the two adjacent filters of these images are calculated in
the C1 layer and the sub-sampled images are saved as the C1layer's output

 
Table 1 Comparison of the resources utilisation
Resources Used/available

Orchard [10]Q3 % Maashiri [11] % Present work %
Multiplier (DSP48E1s) 717/768 93 2206/4224 52 77/768 10
RAM (RAMB36E1) 373/416 89 623/2064 30 358/416 86
SLICE REG 66,196/301,440 21 316,794/599,040 53 60,935/301,440 20
SLICE LUT 60,872/150,720 40 133,611/599,040 22 62,464/150,720 41

 

Fig. 2  In the S2 layer, the Euclidean distance between the prototype
patches and the C1 outputs is calculated and in the C2 layer, the minimum
of the S2 outputs is found
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Therefore, in the S2 layer, it is only necessary to calculate the
square L2 norm of X − Pi in every position and scale. After taking
the minimum of the results, the exponential value is calculated

L2
2 = X − Pi2

2 = ∑
j

∑
k

x( j, k) − pi( j, k) 2
(5)

where x j, k  and pi j, k  are the j and k elements of the input image
and patch i (i ∈ N). In some papers, e.g. [13, 15, 17], the
normalised dot product (NDP) is also used instead of (5). In both
forms of the above calculations, 256 multiply accumulates (MACs)
are needed for attaining the Euclidean distance of 16 × 16 patches
in every location and orientation of the C1 layer's outputs. In a
CPU-based implementation of the S2 layer, the square or MAC
operation does not produce a very strong overhead; however, in
hardware implementation, this is a principle challenge. The
multiplier is one of the key hardware blocks in digital systems,
especially in signal processing systems. Consequently, many FPGA
chips have dedicated, full-custom, low-power DSP48E1 (DSP)
slices that combine high-speed with a small and optimised area.
However, the number of DSP slices is limited. Furthermore, in
ASIC implementations, multipliers consume large areas of chips
and take high power consumption [18].

As a result, this paper proposes using other distance measures;
for instance the general family of p-metrics given as follows:

Lp = ∥ X − P ∥p = ∑
i

xi − pi
p

1/ p

(6)

The Euclidean distance is the special case for p = 2. Another case is
the Manhattan distance, corresponding to p = 1, which is the sum of
absolute values of the coordinate differences. We simply propose to
substitute the square value in (5) by the absolute value:

max ri = exp −β ∗ min ∑
j

∑
k

xjk − Pi jk (7)

While this substitution does not affect the accuracy of the standard
HMAX model, the substitution of the first norm by the second
norm or the Manhattan distance by the Euclidean distance
extensively reduces the overhead of the MAC operation and helps
to produce real-time results and an energy-efficient system, such as
that of the human brain. The absolute value in fixpoint numbers
only requires a modulus operation. This is much simpler than a
square value or multiplication of two numbers. In addition, if the
bit width in the L1 norm is assumed to be n, then the bit width in
the L2 norm is 2n. This affects the complexity of subsequent
processes and the memory requirement.

It is worth noting that, in some recent works, the Manhattan
norm has been chosen. Even in some CPU-based distance
calculations have been used for clustering applications, because of
its lower error and higher median classification accuracy [19]. This
choice is justified because, in a high value of dimensionality, it
may be preferable to use a lower value of p in the Minkowski
distance due to the importance of short distances [20]. A higher
value of p focuses more on large values and neglects the small
ones. For this reason, the L2 norm is more sensitive to outliers than
L1. However, if outliers are eliminated due to a minimum distance
exploration, the Manhattan distance is preferred. There are many
other papers that, for various reasons, have preferred the L1 norm
over the L2 [21–23].

Various articles have compared a variety of distance types and
the use of the L1 norm instead of the L2. The performance
comparisons of a variety of distance types in five standard and
well-known colour histograms for object recognition have
specified that the Manhattan distance produces better results than
other distance metrics [24]. The standard implementation of the K-
means clustering in software uses floating-point arithmetic and
Euclidean distances.

To evaluates the system performance of two distance measures,
i.e. the Manhattan and Euclidean, the current paper investigates the
impact of these modifications on model performance in some
popular categories from well-known datasets, such as Caltech 101
[25], MIT-CBCL multiview car [26], UIUC car [27], and Caltech
cars (rear) [28]. The statistical test reports a non-significant effect
in all categories. Details of the result are provided in Section 5.

4 Experimental setup
The present research includes two experiments, to compare the
proposed model with the original HMAX model. In the first
experiment, we tested our proposed model on various object
categorisation tasks on well-known image data sets. In the other
experiment, the effect of the number of features on the
performance of both models is demonstrated.

Each experiment was executed under identical conditions. All
used datasets are made up of images that either contain or do not
contain at least one instance of the target object; the model has to
decide whether the target object is present or absent.

For each category dataset, 50 training and 50 background
images were randomly selected from a category and a background
data set, respectively. Then the experiment randomly drew 50 test
images from the remaining images in the dataset and also selected
50 images from the remaining background data set.

In the first experiment, both the original and the modified
HMAX model are trained with 1000 similar features and evaluated
their performance on the test set. For each category, the
experiments were repeated ten times and the average and standard
deviation were reported. In the second experiment, two models
were trained with a various number of features and performances
have been investigated.

4.1 Images data sets

To evaluate the performance of the proposed model, some image
categories of widely used data sets in object recognition were
employed.

4.1.1 Caltech101 [25]: The California Institute of Technology has
prepared a dataset of images which has been extensively used in
HMAX modification papers [4, 9, 12, 13, 15]. Caltech101 consists
of 101 different object classes as target images and a background
folder as negative examples. The current paper employs the
background data set as distractor images. The data set is freely
available at http://www.vision.caltech.edu/Image_Datasets/
Caltech101/.

4.1.2 CBCL CAR, UIUC, cars (rear): We also perform further
tests on other data sets, such as the CBCL [26], UIUC car [27], and
Caltech Cars (Rear) [28] data sets, to demonstrate the performance
of the proposed model. These data sets are less popular than the
Caltech101 but are used in [4, 9, 27, 28] for comparing results.

4.2 Classifiers

The output of the model (the C2 layer's output) must be applied to
a classifier to separate all data points of one class from those of
another. We utilise two popular classifiers for performance
comparison, i.e. linear SVM, and GentleBoost (boosting) from the
MATLAB Statistic Toolbox.

5 Experimental results
According to Serre et al. [4], the performance of the proposed
system is averaged over 10 random splits for each object category
with 50 training and 50 background images. All images were
converted to grey scale and then normalised to 140 pixels in height
(width was rescaled accordingly). In the first experiment, 1000
features were chosen with an equal number of patches of size 4 × 4,
8 × 8, 12 × 12 and 16 × 16. The following experiment changed the
number of patches from 8 to 1000.

4 IET Image Process.
© The Institution of Engineering and Technology 2020



Fig. 3 presents the performance of the original HMAX model
and the proposed model for 15 categories, denoted with ‘ORG’ and
‘ABS’, respectively.

In a fair comparison, the recognition performances were
reported for two different classifiers consisting of linear SVM and
GentleBoost. The last graph illustrates the average performance in
all 15 selected categories. As it is seen in Fig. 3, the proposed
model achieves a recognition performance comparable to that of
the original model in the SVM and GentleBoost classifications.
The classification with linear SVM shows the performance
improvement in seven categories, i.e. cars UIUC multiscale, cars

side, face easy, leaves, ketch, chandelier, and watch. In contrast,
classification with the GentleBoost classifier produces better
results in 8 out of the 15 categories.

According to average performance values, the SVM classifier
provides better classification results in general. In the SVM
classifier, the proposed modification in the HMAX model reduces
accuracy by 0.07%, while classification with GentleBoost
improves recognition accuracy by 0.2% on the average.

For the sake of proving that the difference between the
performance of the HMAX model and that of the proposed model
is statistically non-significant, a paired sample t-test is
implemented in the MATLAB statistical toolbox. The rejection of
the null hypothesis is chosen at the significance level of 0.05 (red
values), indicating a 5% risk of a wrong concluding. P-values are
reported at the top of the plots for all categories and different
classifiers. In the SVM classifier, four categories do not confirm
the significance level condition, i.e. cars UIUC multiscale, leaves,
motorbikes, and ketch. The leaves and ketch categories have
improvement but two other experiences reduction. However, there
are better results in the GentleBoost classifier. Except for cars
CBCL multiview and leaves, other categories have not rejected the
null hypothesis and in these two categories there has been an
increase in efficiency. Thus, in the GentleBoost classifier, there
was no statistically significant difference in performance in the 15
randomly selected categories.

Overall, the above results demonstrate that the proposed
HMAX model performs better in conjunction with the GentleBoost
classifier and shows an acceptable performance compared to the
linear SVM.

The number of C2 features directly depends on the number of
patches that are extracted during the training stage. In another
experiment, the performance of the original and proposed model
was compared with a different number of patches in several
categories (Fig. 4). We considered nine object images from various
data sets, to evaluate the performance of two models in a smaller
number of patches. Due to better overall results, the GentleBoost
classifier is used in this experiment and all values also averaged
over ten random runs for each category. In most selected
categories, when further features are used, the classification
performances of the proposed model are significantly improved.
This experiment demonstrates that the accuracies of the proposed
model and the original model are statistically comparable or has
not a significant deference in the fewer number of patches. Codes
of the original HMAX model and our modified HMAX model are
available online at https://github.com/anbaran525/HMAX-For-
Review.

6 Hardware architecture
Utilising Xilinx FPGAs, the current studies design implements the
modified HMAX model with extensive parallel processing and
pipelined architectures. This implementation is based on the
proposed architecture by Orchard et al. [12] with some
modifications, such as the introduction of modifications for the S2
stage, bit width adjustment in the internal registers and memories
and more optimisation for the hardware accelerator.

Fig. 5 illustrates the block diagram of the hardware
implementation of the revised HMAX. The size of the used
memory in the RAM blocks and, their bit width, are depicted in
that figure. Due to memory limitations, the size of the input image
is assumed to be 128 × 128 pixels. Besides, the Gabor filter's
coefficients are pre-calculated and stored as fixed-point numbers in
memory (as a look-up table). Through 16 steps and in each step 4
filters are applied to the input image and, similar to the original
model, the magnitudes of the results are saved in the output of the
S1 layer, after normalisation. The number of patches in the S2
layer is assumed to be 320 patches per size and per direction
(totally 5120 patches). Based on this process, the dominant part of
memory is consumed by this part (abort 65%). The maximum
value of the results of the S2 layer is calculated by the C2 stage and
it is stored in the output memory. Further details on the
components and data bit width will be provided in the following
subsections.

Fig. 3  Performance of the original HMAX model (ORG) and the proposed
model (ABS) in two different classifiers with
(a) SVM, (b) GentleBoost, (c) Average performances for all 15 categories in every
classifier
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As for the modifications mentioned in Section 3, the hardware
of the proposed work requires less area and power due to the
memory, slice, and DSP component reduction in FPGA. Reducing
DSP slices is very significant and a critical item in ASIC designs.
This reduction offers several benefits, such as a decrease in silicon
area and power, and the promotion of clock frequency. The
following subsections describe the hardware architecture of the
HMAX layers.

6.1 S1 layer

With the usage of separability, the design of this layer is achieved
more efficiently in both resource consumption and clock speed,
compared with previously published designs. As shown in [12, 29],
the Gabor filter is separable in 0°, 45°, 90°, and 135° orientations,
provided that the Gaussian weighting function is changed to an
isotropic function by specifying γ = 1. So far, much research has

been conducted to decrease the computation complexity of the
Gabor filter. Many studies have employed separability and the
symmetry property of the Gabor filter. Separability causes 2D
filters to convert to two 1D filters. The use of separable filter
masks is a very efficient strategy to reduce computational costs. As
shown in [30], the conventional 2D convolution has an O(M2N2)
computation complexity, where M and N are the width and height
of the mask and image, respectively. While using Gabor filter
separation, there is an O(2MN2) when θ = kπ/4, k∈Z. In addition,
the symmetry reduces complexity to half.

Fig. 6 illustrates the total architecture of the proposed S1 layer
in the HMAX model. In this architecture, the 2D filter is
constructed from the double use of one 1D filter block. This 1D
filter is designed for the largest mask filter, which is 37, according
to Table 1 in [4]. Due to symmetry property, there are 19
multiplications on every position of the input image. The results of
the 1D filter's first path are stored in the intermediate RAM. In the

Fig. 4  Performance of two models for different number of patches in some categories
 

Fig. 5  Block diagram of the proposed HMAX model
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second path, instead of the input image, these data are applied to
the 1D filter.

According to the HMAX model, the output of the Gabor filter
must be normalised to increase illumination invariance. As shown
in Fig. 6, on the first path of the filter, the square value of the input
image is calculated. Next, the results pass from a tree adder and
then the summation is stored. Then these data are used in the
second path of the filter and after square root, the normalisation
value is calculated and used to normalise the filter output.

All of this process is performed in parallel with multilayer
pipelining. Hence, the 1D filter output is prepared in one position

of the input image in one clock pulse. Therefore, the total required
time for applying one Gabor filter to 128 × 128 pixel images is
almost 128*128*2 = 32,768 clock cycles.

6.2 C1 layer

The C1 layer is designed as the structure shown in Fig. 7. It obtains
the input from S1 and after subsampling, the results are stored in
one memory upon the next output generation of the Gabor filter;
these data are used for a local maximum calculation, to create the
position and scale invariance.

6.3 S2 layer

In the S2 unit, the Manhattan distance between the prototype
patches and the C1 unit patch in each of the four orientations is
calculated and integrated. The architecture designed for this unit is
shown in Fig. 8. This architecture is repeated as the maximum
number of the patch groups (320 times). Therefore, increasing the
number of patches does not affect the speed of the circuit. In fact,
this is the main scheme to accelerate the architecture using
parallelism, calculating 2N distances at each clock pulse, which N
is the number of patches.

As seen, at first, the absolute value of the difference between
the patch and the C1 output on the ith band is at first calculated and
summed in two orientations (0, 90) for all patches. Given that there
are 320 patches per size selected from training pictures, 640 16-bit
numbers should be prepared for every cycle. Therefore, the main
challenge in the S2 layer is the data preparation from the
memories. Fortunately, the RAM block in the FPGA can configure
with different bit widths up to 1152 bits. Therefore, by using 10
memory blocks with 1024-bit length, the current work can prepare
640 16-bit data in every clock cycle for the S2 unit. After this
calculation, another two orientations (45, 135) apply to the S2
block and the result is stored in one memory.

6.4 C2 layer

In the C2 unit, the global maximum (minimum in this design) is
performed. C2 simply consists of a minimisation block for each S2
patch. This was achieved by comparing the new S2 results versus
the previously-stored minimum results for S2. It is done
simultaneously for all the 320 patches of the S2 layer of the current
size.

6.5 Timing

The hardware blocks of the HMAX model consist of S1, C1, S2,
and C2, as mentioned in the previous subsections. These perform
in parallel on a four-stage medium-grain pipeline. If multiple
images are processed consecutively, the maximum throughput is
determined by the slowest stage, which is the S1 unit with 526,000
cycles. By running at 100 MHz, i.e. 10 ns clock-period, the
maximum latency of blocks is 5.26 ms, for which the throughput is
expected to be 190 fps.

6.6 Bit width and data precision

As performed in the original HMAX model [4], the input image
converts to a grey scale with an integer number between 0 and 255
assigned to every pixel. Therefore, every pixel of the input image
represents an 8-bit integer number. Gabor filter coefficients and
patches of the S2 stage also represent 16-bit fixed-point numbers.
The bit width of intermediate values adjusts such that it never
overflows in the worst-case scenario. With this strategy, the C2
output will have a 27-bit length (Fig. 5).

7 Hardware implementation results and
comparison
The proposed architecture is described with the VHDL code. For a
fair comparison with [12], an implementation is on the
XC6VLX240 T platform from a Virtex 6 family of Xilinx using
ISE. The resource utilisation and comparisons are presented in

Fig. 6  Architecture of the S1 layer
 

Fig. 7  Block diagram of the C1 layer architecture; consists of
subsampling and local maximum

 

Fig. 8  Architecture of the S2 layer, this architecture is repeated as the
maximum number of patch groups
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Table 1. As expected, the large number of multipliers related to the
S2 layer is eliminated. Changing from a Euclidean distance to a
Manhattan distance in the S2 layer and the reduction of the output
bit length causes much memory saving. This is due to the result of
16-bit × 16-bit requiring 32-bit space, whereas the difference
requires 17-bits. Due to much memory is utilised in the system,
especially for patches saved in the S2 layer (about 9.4 Mbit), this
reduction is not evident.

Delay and frequency evaluations are the same as those of [12]
and equal to 100 MHz. The whole process takes 6msec for one
128 × 128 pixel picture. However, if the pipeline is used for several
images, this time will be 5.26 ms and the throughput will be 190 
fps.

The power distribution analysis of the design shows 5.5 W
power consumption. Due to the difference in the platform and also
assumptions, such as those for image dimensions, the number of
patches and orientations, and clock frequency, there are no fair
comparisons with other works. For example, Park et al. [11]
reported that their design consumes 27.5 W on two Virtex 6
SX475 T chips with 100 MHz frequency and 90 fps. The current
study implements a modified version of the model in [4]. In
contrast, the research by Mutch and Lowe [9] should be considered
as previous work on the implementation of a modified HMAX
model with the lowest computational complexity and memory
requirement, which employs sparsification. In their model, the S2
features have been merged by a dominant orientation at each of the
n × n positions in the patch and created a sparse prototype. As a
consequence, it produces one 4 × 4 patch instead of the
conventional four 4 × 4 patches. However, a study by Park et al.
[11] is more similar to our approach, which employs two Virtex 6
SX475 T FPGAs for accelerating the S2/C2 part of the HMAX
model. They attained 90.4 fps for 256 × 256 pixels with 4075
sparse prototype patches (1521 patches of 4 × 4, 1145 patches of
12 × 12, 802 patches of 12 × 12 and 607 patches of 16 × 16).
Whereas the previous work [14] with an equivalent patch number
can achieve 45.84 fps.

Another recent work that implements all stages of the model is
by Al Maashri et al. [13], which employs four FPGAs Virtex5
SX-240T and works on 256 × 256 pixel pictures with 5000
SPARSE prototype patches in 12 orientations instead of four. In
their work, the patches are stored in an external RAM and overall
latency is 11 s.

8 Conclusions
In this paper, we proposed a novel variant of the HMAX model,
which is suitable for hardware implementation, targeting real-time
applications for visual object recognition in measuring distance.
The performance evaluation of the proposed HMAX has been
investigated with 15 categories from well-known data sets. The
statistical t-test of the results is performed and has been compared
with the original model, to recognise the model's accuracy and it
showed that the accuracies of the proposed model and the original
model are statistically comparable, i.e. their difference is not
significant. Besides, to determine the efficiency and resource
requirements of the proposed model, a four-stage pipeline
architecture of the model has been implemented on a fast
architecture on a mid-range commercial FPGA platform, i.e.
XC6VLX240T, for which the achieved throughput was 190 fps.
The resource consumption analysis of the implementation of the
proposed model and its comparison with the original HMAX have
shown 83% resource degradation in DSP48E1 slices and 3% in
memory blocks, thanks to the proposed optimisation in the
proposed model. It worth noting that we achieved 190 fps
throughout with an unbalanced four-stage pipeline architecture.
More precisely, in the proposed architecture, the required times to
perform the stages related to the S1 layer and S2 layer are
significantly higher than the required time of the C1 and C2 layers.
Hence, to achieve higher throughput using the proposed model,
duplication of the S1 and S2 layer in hardware could be
considered, as a future work.

9 References
[1] Riesenhuber, M., Poggio, T.: ‘Hierarchical models of object recognition in

cortex’, Nat. Neurosci., 1999, 2, (11), pp. 1019–1025
[2] Hubel, D.H., Wiesel, T.N.: ‘Receptive fields and functional architecture of

monkey striate cortex’, J. Physiol., 1968, 195, (1), pp. 215–243
[3] Hubel, D.H., Wiesel, T.N.: ‘Receptive fields, binocular interaction and

functional architecture in the cat's visual cortex’, J. Physiol., 1962, 160, (1),
pp. 106–154

[4] Serre, T., Wolf, L., Bileschi, S., et al.: ‘Robust object recognition with cortex-
like mechanisms’, IEEE Trans. Pattern Anal. Mach. Intell., 2007, 29, (3), pp.
411–426

[5] Ghodrati, M., Khaligh-Razavi, S.-M., Ebrahimpour, R., et al.: ‘How can
selection of biologically inspired features improve the performance of a
robust object recognition model?’, PloS One, 2012, 7, (2), p. e32357

[6] Xu, X., Jin, X., Yan, R., et al.: ‘Visual pattern recognition using enhanced
visual features and psd-based learning rule’, IEEE Trans. Cogn. Dev. Syst.,
2018, 10, (2), pp. 205–212

[7] Cherloo, M.N., Shiri, M., Daliri, M.R.: ‘An enhanced hmax model in
combination with SIFT algorithm for object recognition’, Signal Image Video
Process., 2020, 14, (2), pp. 425–433

[8] Zhang, H.-Z., Lu, Y.-F., Kang, T.-K., et al.: ‘B-Hmax: a fast binary
biologically inspired model for object recognition’, Neurocomputing, 2016,
218, pp. 242–250

[9] Mutch, J., Lowe, D.G.: ‘Object class recognition and localization using sparse
features with limited receptive fields’, Int. J. Comput. Vis., 2008, 80, (1), pp.
45–57

[10] Mutch, J., Knoblich, U., Poggio, T.: ‘CNS: a GPU-based framework for
simulating cortically-organized networks’, 2010

[11] Park, M.S., Kestur, S., Sabarad, J., et al.: ‘An FPGA-based accelerator for
cortical object classification’. 2012 Design, Automation & Test in Europe
Conf. & Exhibition (DATE), 2012

[12] Orchard, G., Martin, J.G., Vogelstein, R.J., et al.: ‘Fast neuromimetic object
recognition using FPGA outperforms GPU implementations’, IEEE Trans.
Neural Netw. Learn. Syst., 2013, 24, (8), pp. 1239–1252

[13] Al Maashri, A., Cotter, M., Chandramoorthy, N., et al.: ‘Hardware
acceleration for neuromorphic vision algorithms’, J. Signal Process. Syst.,
2013, 70, (2), pp. 163–175

[14] Sabarad, J., Kestur, S., Mi Sun, P., et al.: ‘A reconfigurable accelerator for
neuromorphic object recognition’. 17th Asia and South Pacific Design
Automation Conf., 2012

[15] DeBole, M., Xiao, Y., Yu, C., et al.: ‘FPGA-accelerator system for computing
biologically inspired feature extraction models’. 2011 Conf. Record of the
Forty Fifth Asilomar Conf. on Signals, Systems and Computers
(ASILOMAR), 2011

[16] Moini, S., Alizadeh, B., Emad, M., et al.: ‘A resource-limited hardware
accelerator for convolutional neural networks in embedded vision
applications’, IEEE Trans. Circuits Syst. II, Express Briefs, 2017, 64, (10), pp.
1217–1221

[17] Park, S., Al Maashri, A., Irick, K.M., et al.: ‘System-on-chip for biologically
inspired vision applications’, IPSJ Trans. Syst. LSI Design Methodol., 2012,
5, pp. 71–95

[18] Rao, M.J., Dubey, S.: ‘A high speed and area efficient booth recoded Wallace
tree multiplier for fast arithmetic circuits’. 2012 Asia Pacific Conf. on
Postgraduate Research in Microelectronics and Electronics, 2012

[19] Karkare, V., Gibson, S., Marković, D.: ‘A 75-μW, 16-channel neural spike-
sorting processor with unsupervised clustering’, IEEE J. Solid-State Circuits,
2013, 48, (9), pp. 2230–2238

[20] Aggarwal, C.C., Hinneburg, A., Keim, D.A.: ‘On the surprising behavior of
distance metrics in high dimensional space’. Int. Conf. on Database Theory,
2001

[21] Hikawa, H., Ito, H., Maeda, Y.: ‘Hardware self-organizing map based on
frequency-modulated signal and digital frequency-locked loop’. 2018 IEEE
Int. Symp. on Circuits and Systems (ISCAS), 2018

[22] Canilho, J., Véstias, M., Neto, H.: ‘Multi-core for K-means clustering on
FPGA’. 2016 26th Int. Conf. on Field Programmable Logic and Applications
(FPL), 2016

[23] de Sousa, M.A.d.A., Del-Moral-Hernandez, E.: ‘An FPGA distributed
implementation model for embedded SOM with on-line learning’. 2017 Int.
Joint Conf. on Neural Networks (IJCNN), 2017

[24] Vadivel, A., Majumdar, A., Sural, S.: ‘Performance comparison of distance
metrics in content-based image retrieval applications’. Int. Conf. on
Information Technology (CIT), Bhubaneswar, India, 2003

[25] Fei-Fei, L., Fergus, R., Perona, P.: ‘Learning generative visual models from
few training examples: an incremental Bayesian approach tested on 101
object categories’, Comput. Vis. Image Underst., 2007, 106, (1), pp. 59–70

[26] Leung, B.: ‘Component-based car detection in street scene images’
(Massachusetts Institute of Technology, 2004)

[27] Agarwal, S., Awan, A., Roth, D.: ‘Learning to detect objects in images via a
sparse, part-based representation’, IEEE Trans. Pattern Anal. Mach. Intell.,
2004, 26, (11), pp. 1475–1490

[28] Fergus, R., Perona, P., Zisserman, A.: ‘Object class recognition by
unsupervised scale-invariant learning’. 2003 IEEE Computer Society Conf.
on Computer Vision and Pattern Recognition, 2003 Proc., 2003

[29] Licciardo, G.D., Cappetta, C., Di Benedetto, L.: ‘Design of a Gabor filter Hw
accelerator for applications in medical imaging’, IEEE Trans. Compon.
Packag. Manuf. Technol., 2018, 8, (7), pp. 1187–1194

[30] Amayeh, G., Tavakkoli, A., Bebis, G.: ‘Accurate and efficient computation of
Gabor features in real-time applications’. Int. Symp. on Visual Computing,
2009

Q1

Q2

8 IET Image Process.
© The Institution of Engineering and Technology 2020



IET-IPR20190264
Author Queries

Q Please make sure the supplied images are correct for both online (colour) and print (black and white). If changes are required
please supply corrected source files along with any other corrections needed for the paper.

Q1 Please provide place of conference in Refs. [11, 14, 15, 18, 20, 21, 22, 23, 28, 30].
Q2 Please provide the location of the publisher (country) in Ref. [26].
Q3 Orchard [10] and Maashiri [11] are not matching with the reference list. Please check and confirm.

IET Image Process.
© The Institution of Engineering and Technology 2020

9


